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Abstract

Generative Al (GenAl) is a rapidly evolving technology that has the potential to revolutionize various
industries, including Dynamic Positioning. This paper presents an in-depth analysis of the transformative
impacts of GenAl and Deep Learning models on marine assurance and due diligence within the DP industry,
including its ability to boost efficiency, spark innovation, and transform decision-making for superior
productivity and competitiveness. The paper also discusses the current GenAl technology landscape, its
adoption, growth, and potential challenges. Additionally, we discuss the practical challenges and
considerations in integrating these technologies into existing DP assurance frameworks, including issues
related to data integrity, model training, and the adaptation of marine operations. The potential risks and
ethical considerations of deploying Al in such critical settings are also analysed. Furthermore, the paper
highlights the importance of combining GenAl with human expertise and robust governance principles to
ensure its responsible and effective use. Conclusively, this paper aims to provide stakeholders in the DP
industry with comprehensive insights into how GenAl and Deep Learning can advance marine assurance
and due diligence practices. It underscores the importance of robust Al governance and ethical frameworks
to ensure the responsible adoption of these technologies in enhancing marine safety and operational
integrity.

Abbreviation / Definition
AGI (Artificial General Intelligence): A form of Al that can understand, learn, and apply knowledge across
a wide range of tasks, like human cognitive capabilities.

Al (Artificial Intelligence): The simulation of human intelligence in machines, allowing them to perform
tasks such as reasoning, learning, and problem-solving.

CoT (Chain-of-Thought): A prompting technique that improves reasoning in Al models by generating step-
by-step explanations leading to a final answer.

DL (Deep Learning): A branch of ML utilizing neural networks with many layers to process complex data
and solve advanced tasks like image recognition.

DP (Dynamic Positioning): A computer-controlled system used to automatically maintain a vessel’s
position and heading using its thrusters and propellers.

FMEA (Failure Modes and Effects Analysis): A systematic method for evaluating potential failure points
in systems, used in DP assurance to assess operational risks.

GenAl (Generative Al): Al systems capable of generating new content (e.g., text, images) based on the data
they have been trained on.

LLM (Large Language Model): Al models trained on vast text datasets to understand and generate human-
like language, such as ChatGPT.

ML (Machine Learning): A subset of Al focused on systems that learn and improve from experience without
being explicitly programmed.
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OCIMF (Oil Companies International Marine Forum): An organization providing guidelines for the safe
and environmentally responsible operation of tankers and offshore operations.

RAG (Retrieval-Augmented Generation): A technique combining retrieval-based systems with generative
models to improve the accuracy of responses by accessing external data during generation.

Introduction

Generative Al (GenAl) has emerged as one of the most disruptive technologies in recent years, transforming
numerous industries by enabling machines to generate human-like content. In the maritime sector, and
specifically in Dynamic Positioning (DP) assurance, GenAl has the potential to revolutionize how
operations are managed, and risks are mitigated. DP assurance involves ensuring the reliability and safety
of systems that maintain a vessel’s position using its propulsion system. Traditionally, DP assurance
processes have been manual, reliant on extensive data analysis, system testing, and human expertise to
predict and prevent failures. However, the growing complexity of DP systems, coupled with increased
environmental challenges and operational demands, necessitates more efficient and innovative solutions.

Generative Al, particularly through Large Language Models (LLMs) and Retrieval-Augmented Generation
(RAG), offers new approaches to enhance the accuracy and efficiency of DP assurance. By leveraging vast
amounts of operational data, GenAl can assist in generating predictive insights, automating documentation,
and enhancing real-time decision-making. These technologies can reduce human error, speed up
diagnostics, and provide actionable recommendations based on historical data and external knowledge
sources. Moreover, as DP systems become more intricate, GenAl's ability to process and analyze large
datasets offers a pathway to more adaptive and scalable solutions.

However, the integration of GenAl into DP assurance brings new challenges. Ensuring the integrity and
reliability of Al-generated insights is paramount, as errors in high-risk environments can lead to operational
failures. Additionally, issues such as data quality, model interpretability, and ethical concerns surrounding
Al's role in decision-making need to be addressed. As the maritime industry evolves, the adoption of
generative Al in DP assurance will require not only technological advancements but also robust governance
frameworks to ensure safe and effective deployment.

Al and the Path to Artificial General Intelligence (AGI)

“OpenAdl is an Al research and deployment company. Our mission is to ensure that artificial general
intelligence benefits all of humanity.” — OpenAl mission statement, creators of ChatGPT.

The journey of Artificial Intelligence (AI) began with the fundamental objective of replicating human
intelligence in machines, a concept that emerged in the mid-20th century. The early pioneers of Al
envisioned creating systems capable of solving problems and making decisions, similar to humans. These
early systems, however, were primarily rule-based. They followed pre-defined algorithms, making them
inflexible and dependent on human inputs for new data and situations. Such systems could handle well-
defined problems but struggled with ambiguity and adaptation. Al in this phase, while groundbreaking, was
limited to performing specific tasks that were tightly controlled by human-defined rules, such as solving
mathematical equations or playing chess.
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As Al research progressed, the concept of Machine Learning (ML) took centre stage. ML introduced the
ability for machines to learn from data rather than following rigid rules. Instead of programming systems
to handle every potential scenario, ML allowed them to build predictive models based on historical data.
This was a game-changing development as it enabled Al systems to improve over time through experience,
much like humans do. Supervised learning, a key type of ML, involved training models on labelled datasets
where the input-output relationship is known, helping systems to recognize patterns in new, unseen data.
This led to advancements in numerous fields, including image recognition, speech processing, and natural
language understanding. Importantly, ML laid the groundwork for more autonomous systems that could
operate in dynamic environments without human intervention in every decision.

Building on the success of ML, Deep Learning (DL) emerged as a powerful technique, especially in
processing large-scale data. DL utilizes artificial neural networks, which mimic the brain's structure, with
layers of interconnected nodes that can process vast amounts of data. These networks are particularly
effective in identifying complex patterns, making DL suitable for advanced applications like facial
recognition, autonomous vehicles, and even medical diagnostics. Deep learning’s impact is profound
because it enables models to perform well on tasks that involve a high degree of complexity, such as
translating languages or diagnosing diseases from medical images. The ability of deep learning models to
process unstructured data, such as text and images, has driven significant innovation in various industries,
particularly those requiring automation and predictive analytics.

The development of Generative Al marks another major leap forward. Generative Al refers to Al systems
that can create new content, such as text, images, or music, by learning from existing data. Unlike traditional
Al models that only analyse and make predictions based on given data, Generative Al has the ability to
generate novel content based on the patterns it has learned. Large Language Models (LLMs), such as GPT-
4, are prime examples of generative Al that have revolutionized how machines understand and interact with
human language. These models are trained on massive datasets, allowing them to generate coherent and
contextually relevant text, which has been transformative in fields like customer service, content creation,
and more. Generative Al is also playing a significant role in assurance and due diligence activities, where
it helps predict system behaviour and assists in risk management by generating valuable insights based on
historical data. This paper will try to explain these advances in the context of creating efficiencies in the
DP assurance domain.

Artificial Intelligence

Machine Learning

Deep Learning

Figure I Deep Dive into Al
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The ultimate goal of Al research is Artificial General Intelligence (AGI)—a machine with human-like
cognitive abilities that can perform a wide range of tasks across different domains, adapt to new challenges,
and make decisions based on diverse knowledge. Unlike narrow Al, which excels in specific tasks but lacks
the versatility of human intelligence, AGI aims to replicate the general intellectual capabilities of humans,
enabling machines to reason, understand context, and apply knowledge to a variety of real-world situations.
Achieving AGI is considered the "holy grail" of Al research, as it would mark the point where machines
can autonomously learn, understand, and apply knowledge without being constrained to pre-programmed
tasks or specialized training. While AGI remains a significant challenge, the rapid progress in generative
Al, particularly with advancements in LLMs, brings us closer to the possibility of creating machines with
more general intelligence.

The Progress of Al towards AGI and the Singularity
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Figure 2 Al Trajectory

The singularity refers to a hypothetical future point where artificial intelligence (Al) surpasses human
intelligence, leading to rapid and unpredictable advancements in technology, society, and possibly even
human evolution. The concept, popularized by thinkers like Ray Kurzweil, suggests that once machines
achieve Artificial General Intelligence (AGI) - where they can match or exceed human cognitive abilities -
technological growth will accelerate exponentially. At this point, Al could begin to improve and evolve on
its own, leading to massive transformations that are difficult for humans to fully comprehend or control.

Key aspects of the singularity include:

1. Self-improving Al: Machines might develop the ability to design and improve upon themselves,
accelerating the rate of technological progress beyond human capacity.

2. Unpredictable changes: Advancements in Al could lead to breakthroughs in fields like medicine, science,
and engineering, transforming society in ways that are hard to predict.
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3. Potential risks and benefits: The singularity could bring tremendous benefits, such as solving global
challenges like climate change or disease. However, it also raises concerns about the risks of
superintelligent Al, including loss of control over Al systems or unintended consequences.

The singularity is speculative and remains a topic of debate among scientists, ethicists, and futurists, with
some viewing it as a possibility within the next few decades and others as far-fetched.

GenAl in the Energy Sector

Generative Al is making significant strides in the energy sector, offering innovative and practical solutions
across various facets, from predictive maintenance to environmental management.

For instance, predictive maintenance is a key application where Al models analyze data from sensors
installed in equipment such as turbines and power grids. By predicting equipment failure before it happens,
companies can save costs and minimize downtime. This approach is being widely adopted across utilities
and oil and gas operations to maintain the integrity of assets and reduce operational risks.

In energy grid management, Generative Al helps optimize energy distribution by forecasting demand and
balancing supply. Companies use Al to analyze weather patterns, historical consumption data, and real-
time grid activity to prevent disturbances and ensure efficient energy usage. This not only reduces energy
waste but also cuts down on costs.

Another innovative use is in renewable energy optimization. Generative Al models help integrate renewable
sources like solar and wind into the grid more efficiently by predicting generation patterns and optimizing
energy storage solutions. This results in better utilization of renewable resources and aids in reducing the
carbon footprint.

In oil and gas exploration, Generative Al is used to build synthetic reservoir models that simulate subsurface
behaviour, allowing companies to optimize drilling operations and improve hydrocarbon production
forecasts. It reduces exploration time, cuts costs, and enhances safety.

Finally, the integration of Generative Al into carbon capture and environmental impact assessments is
helping companies in the energy sector meet sustainability goals by providing insights into how best to
reduce emissions and adopt greener practices.

By adopting Generative Al, the energy sector is not only improving operational efficiency but also
accelerating the transition to more sustainable energy practices. This technology is reshaping how energy
companies manage resources, optimize processes, and address environmental challenges.

Key Impacts of Generative Al in the Energy Sector
1. Operational Efficiency

Generative Al leverages advanced machine learning (ML) and deep learning (DL) models to automate
processes traditionally reliant on human intervention. In the context of predictive maintenance, these
models utilize sensor data, such as temperature, vibration, and pressure readings from equipment, to build
real-time diagnostic and predictive models. By applying time-series analysis and anomaly detection
algorithms, Generative Al can forecast failures or inefficiencies before they occur. These models often rely
on neural networks like Recurrent Neural Networks (RNNs) or Long Short-Term Memory (LSTM)
networks, which excel in learning temporal dependencies from sequential data. This level of prediction not
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only minimizes downtime but also optimizes repair schedules and reduces the cost associated with reactive
maintenance.

2. Resource Optimization

Generative Al’s ability to optimize energy consumption stems from its capacity to model complex systems
with a multitude of variables. By integrating real-time data streams (e.g., weather patterns, energy
consumption data, and grid demand), Al models like Generative Adversarial Networks (GANs) and Deep
Reinforcement Learning (DRL) can optimize energy flow within smart grids. These Al models are capable
of simulating multiple scenarios and learning from real-time feedback to manage energy allocation
dynamically. For instance, GANs can simulate varying energy production scenarios in renewable energy
plants to optimize energy storage and grid distribution, reducing waste and stabilizing supply. Additionally,
optimization algorithms embedded in these models balance supply and demand through predictive load
forecasting, a critical factor in ensuring grid reliability, particularly as energy grids incorporate more
intermittent renewable sources like wind and solar.

3. Innovation and Problem-Solving

Generative Al introduces new methodologies for solving complex challenges in the energy sector. For
example, in reservoir simulation and drilling optimization, Generative Al models like Physics-Informed
Neural Networks (PINNs) are used to simulate subsurface geological formations. These models integrate
physics-based constraints with machine learning, allowing for more accurate predictions of fluid flow and
reservoir behavior. This approach reduces the uncertainty involved in exploration and extraction by
generating highly detailed simulations that were previously unattainable with conventional methods.
Additionally, Al-driven optimization algorithms—such as genetic algorithms and simulated annealing—
are used to enhance the placement of renewable energy assets, optimizing performance based on geographic
and environmental data. These techniques also extend to supply chain optimization, where Generative Al
models can analyze logistics data to streamline inventory management and resource distribution.

4. Sustainability

Generative Al is also playing a critical role in promoting sustainability by optimizing the integration of
renewable energy sources into the grid. Deep learning algorithms are employed to forecast energy
production from renewable sources, such as photovoltaic (solar) systems or wind turbines. Al models are
trained on historical energy production data and external factors like weather forecasts to predict energy
generation patterns, improving grid management. Moreover, Generative Al models contribute to climate
risk assessment by analyzing climate data and predicting the potential impacts of environmental changes
on energy infrastructure. For instance, Al-driven geospatial analysis can simulate the effects of rising sea
levels on coastal power plants, informing long-term planning and risk mitigation strategies. Additionally,
carbon capture and storage (CCS) systems benefit from Al-powered simulations that optimize the capture
and storage processes, reducing emissions and improving the overall sustainability of energy operations.

Large Language Models: An In-Depth Overview

Large Language Models (LLMs) are a fairly recent significant innovation in the Al field, particularly
within the domain of Natural Language Processing (NLP). These models are trained on vast datasets,
which may consist of billions of words and sentences, enabling them to understand, generate, and
manipulate human-like language across various applications. LLMs such as GPT-4, BERT, and their
successors have pushed the boundaries of Al capabilities by leveraging sophisticated architectures like
transformers, allowing for nuanced language understanding and generation.
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Figure 3 LLM Development Cycle

The development of LLMs follows several key stages:

e Data Collection
The foundation of any LLM is the dataset on which it is trained. This data can consist of a wide
array of sources, including books, websites, academic papers, and more. The purpose of this
large-scale data collection is to expose the model to diverse linguistic patterns, grammar rules,
and domain-specific knowledge. The goal is for the model to understand the underlying structure
of human language.

e Data Encoding and Representation
Once collected, the data undergoes a transformation process known as encoding. During
encoding, text data is converted into a numerical format (often referred to as embeddings) that the
model can process. These embeddings capture critical features of the text, such as syntax,
semantics, and contextual relationships between words. Advanced techniques like Word2Vec or
BERT embeddings are commonly used to convert raw data into meaningful representations.

e Model Training
Training is the most computationally intensive stage. The LLM processes the encoded data using
neural networks, specifically transformers. Transformers allow the model to pay attention to
different parts of the text simultaneously, using techniques like self-attention to capture
relationships between words at various positions in the sequence. The training process involves
multiple layers of processing, during which the model continuously adjusts its internal
parameters, refining its ability to predict or generate language based on input data. Training
LLMs at scale requires significant computational resources, often running on clusters of GPUs or
TPUs over extended periods.
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e Inference and Prediction
Once trained, LLMs can be applied to perform tasks such as generating text, answering questions,
summarizing documents, or translating languages. Inference refers to the process of feeding new
input data into the model and generating a response based on the patterns it has learned. For
example, given a sentence prompt, the model can predict the next word or generate an entire
paragraph of relevant content.

e Decoding and Output Generation
After inference, the model’s numerical predictions are translated back into human-readable text.
This process, known as decoding, ensures that the output is coherent and contextually
appropriate. In some cases, decoding requires additional techniques like beam searching to
optimize the quality of generated text by evaluating multiple output candidates and selecting the
most likely sequence.

e Fine-Tuning and Domain Specialization
Once the base model has been trained, it can be fine-tuned on specific datasets for more
specialized applications. Fine-tuning helps tailor the model to particular industries or tasks, such
as legal document analysis, customer support, or technical writing. Fine-tuned LLMs perform
better in specialized domains because they have been trained on data that is more closely aligned
with the intended use case.

e User Interaction
LLMs are typically deployed in interactive applications where users input queries or prompts, and
the model responds in real time. The model’s performance during these interactions is continually
refined through techniques like reinforcement learning from human feedback (RLHF), where user
feedback helps guide further model improvements. This feedback loop ensures that LLMs evolve
to become more accurate, reliable, and user-friendly over time.

Key Benefits and Challenges of LLMs

Benefits: LLMs offer transformative benefits across a wide range of sectors. Their ability to automate
language-based tasks, such as summarization, translation, and content creation, saves time and resources.
Moreover, LLMs are capable of understanding and generating highly contextualized and domain-specific
language, which enhances productivity in fields like customer service, legal analysis, and technical
documentation. LLMs have also proven to be highly effective in handling diverse use cases, from
conversational Al to more technical applications like code generation.

Challenges: Despite their strengths, LLMs face several challenges. One major issue is hallucination,
where the model generates plausible but factually incorrect information. This can pose risks in high-
stakes applications, such as legal or medical contexts. Another challenge lies in the ethical implications of
training on massive datasets that may contain biased or inappropriate content. This has led to concerns
about model fairness and transparency. Moreover, the computational cost and environmental impact of
training large-scale models raise sustainability concerns, making it imperative for researchers to develop
more efficient training methods.
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Knowledge Injection in Large Language Models

Knowledge Injection (KI) in Large Language Models (LLMs) refers to methods used to integrate new,
domain-specific, or up-to-date knowledge into pre-trained models. This process is essential when dealing
with specialized tasks or when models need to remain current with facts beyond their original training
data. There are three primary techniques for knowledge injection: Fine-Tuning (FT), Retrieval-
Augmented Generation (RAG), and In-Context Learning (ICL), each addressing different challenges in
maintaining accuracy and domain relevance while minimizing computational costs.

1. Fine-Tuning (FT)

Fine-Tuning (FT) is a widely adopted method for injecting knowledge into LLMs by updating the model's
parameters using additional, domain-specific data. FT can be categorized into several types: supervised,
unsupervised, and reinforcement learning (RL)-based methods.

e Supervised Fine-Tuning requires labeled datasets (e.g., question-answer pairs), allowing models
to adapt to specific tasks through instruction-based methods. This technique is effective for
improving model performance in zero-shot and few-shot learning scenarios, enhancing the
model’s ability to tackle reasoning-intensive tasks.

e Reinforcement Learning (RL) methods such as Reinforcement Learning from Human Feedback
(RLHF) and Proximal Policy Optimization (PPO) further enhance FT by optimizing responses to
align with desired human preferences.

e Unsupervised Fine-Tuning allows continuous learning from unstructured data, extending the
model's knowledge without requiring labeled datasets. This method, often called continual pre-
training, allows models to adapt without significant risk of catastrophic forgetting, which occurs
when new training causes the model to lose previously acquired knowledge.

While FT is powerful, it is computationally expensive and prone to the issue of overfitting when exposed
to limited or narrow domain data.

2. Retrieval-Augmented Generation (RAG)

Retrieval-Augmented Generation (RAG) represents a more scalable approach to knowledge injection.
Instead of updating the model's internal parameters, RAG allows LLMs to retrieve external documents or
data sources during inference. This external knowledge is then combined with the model’s internal
representations to generate more accurate and contextually rich responses.
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Figure 4 Retrieval Augmented Generation (RAG)

e RAG excels in knowledge-intensive tasks such as open-domain question answering and content
generation that requires up-to-date information. By retrieving relevant documents from external
databases or sources like Wikipedia, RAG enhances the model’s ability to handle factual queries
that rely on real-time data.

e RAG's architecture allows LLMs to bypass the need for retraining. The system retrieves relevant
documents, appends them to the input query, and provides the model with updated context, which
it uses to generate responses. This retrieval mechanism significantly reduces hallucinations, a
common issue in LLMs where the model generates plausible but incorrect information.

The main challenge with RAG is its dependence on the quality of the external knowledge base and the
retrieval system, which must be well-maintained to ensure high-quality, reliable outputs.

3. In-Context Learning (ICL)

In-Context Learning (ICL) enables models to adapt to new tasks or domains without altering their
parameters. Instead, ICL modifies how the model interprets the input query by adjusting the format or
context provided during inference. This approach does not require retraining or fine-tuning the model;
instead, it relies on creating examples or demonstrations that guide the model toward generating the
desired output.

e ICL is especially useful for flexible, task-specific applications where immediate, lightweight
adaptation is necessary. For instance, when the same model is required to switch between
different types of user interactions or tasks, ICL can guide the model based on the input context,
making it highly adaptable.

However, ICL's effectiveness can vary significantly depending on the complexity of the task and the
quality of the prompts used. It is less effective for complex, domain-specific tasks that require a deep
understanding of specialized knowledge.
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The Future of Knowledge Injection

Knowledge injection methods are likely to evolve as LLMs become more integrated into mission-critical
domains. A promising trend is the combination of techniques, such as Retrieval-Augmented Fine-Tuning
(RAFT), which combines the strengths of RAG and FT, offering both external knowledge retrieval and
domain-specific fine-tuning. This hybrid approach could offer a more balanced solution for injecting real-
time knowledge without the computational burdens of large-scale retraining.

Table 1  Comparison of Pre-Trained LLM with KI method like RAG

Aspect LLM (Large Language Models) RAG (Retrieval Augmented
Generation)

Knowledge Uses internal knowledge stored in Combines internal knowledge with

Source model parameters external documents

Accuracy Prone to hallucination; may generate Reduces hallucination by retrieving
incorrect facts relevant documents

Flexibility Limited to knowledge during training Easily updated with new information

through retrieval

Use Cases General text generation, chatbots Knowledge-intensive tasks (e.g., QA,
fact-checking)

Scalability Requires retraining to update No need for retraining; external data can
be swapped

Prompt Engineering for Solving Complex Problems

Prompt Engineering refers to the technique of crafting input prompts in a structured manner to optimize the
performance of Large Language Models (LLMs), particularly for complex problem-solving tasks. In recent
years, prompt engineering has gained significant attention as it allows models to achieve higher accuracy
and reliability without altering their internal architectures or retraining them. It is especially valuable for
guiding Al models through multi-step reasoning, enhancing the depth of their responses.

1. Chain-of-Thought (CoT) Prompting

Chain-of-Thought (CoT) prompting is one of the most effective methods for solving complex tasks using
prompt engineering. CoT encourages models to generate intermediate reasoning steps before arriving at a
final solution. By breaking down the problem into smaller, manageable components, the model can
approach problems systematically rather than jumping directly to a final answer. This step-by-step
reasoning significantly improves model performance in tasks that require logical thinking, multi-step
computations, or inferences.

For instance, CoT prompting has been particularly useful in mathematical problem-solving and logical
reasoning tasks, where a single-step response would fail to capture the intricate dependencies between
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variables. By providing explicit instructions such as "solve this problem step-by-step," CoT prompts guide
the model to output more coherent and correct solutions.

Technical Example:
In tasks like arithmetic or word problems, CoT works by instructing the model to follow a predefined
reasoning structure. For example, in a word problem involving ratios, the prompt might instruct the model
to:

e Identify the total elements involved.

e Break the problem into smaller parts to solve each.

e Calculate the final ratio using these partial answers.

2. Zero, One, and Few-Shot Prompting

Another essential aspect of prompt engineering involves Zero-Shot, One-Shot, and Few-Shot Learning
techniques. These techniques introduce the model to tasks with varying levels of prior exposure:

e Zero-Shot Prompting: The model is tasked with solving a problem with no prior examples, relying
entirely on its pre-trained knowledge and the structure of the prompt.

e One-Shot Prompting: The model is provided with a single example or instruction to guide its
output.

e Few-Shot Prompting: The model is presented with a few examples (usually 3-5) that demonstrate
the task before being asked to generate a response.

Each of these techniques helps tune the model's responses based on how much information is embedded
within the prompt itself. In a Few-Shot setting, demonstrating how a similar task is solved improves the
model's accuracy for specific problems.

Practical Application:

These prompting techniques are widely used in NLP tasks like text summarization, translation, and
classification, where the model needs to generalize based on minimal or no examples.

3. Demonstrative Examples & CoT Combinations

Combining demonstrative examples with CoT prompting allows for even greater model performance,
particularly in complex tasks requiring reasoning. Demonstrative examples show the model how a similar
task is solved, enhancing its ability to replicate and apply the same reasoning process to different but related
problems. This can significantly reduce errors in decision-making or logical reasoning scenarios.

For instance, in legal document processing, where the model needs to interpret and apply rules across a
range of cases, demonstrating one or two examples of case interpretation with a CoT structure helps the
model better understand the nuanced application of legal principles.
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4. Challenges and Optimization of Prompt Engineering

While prompt engineering can significantly enhance model performance, several challenges remain. The
effectiveness of prompts can vary widely depending on the task and the complexity of the problem at hand.
Poorly structured prompts or overly ambiguous instructions may lead to incorrect or incoherent responses.
Additionally, for highly specialized domains such as medicine, finance, or engineering, crafting prompts
that align with domain-specific language and context is crucial for generating accurate outputs.

Another limitation of prompt engineering is its dependency on prompt quality. For more complex tasks, the
need for highly refined and structured prompts makes it challenging to automate the process. Researchers
are actively exploring ways to optimize prompt engineering techniques by integrating meta-learning
algorithms, which allow models to learn better prompting strategies from the data itself.

Standard Prompting Chain-of-Thought Prompting
Ve Model Input ) —~ ¢ Meodel Input : .
\ ‘- ‘
( Q: Roger has 5 tennis balls. He buys 2 more cans of | a Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now? tennis balls does he have now?
A: The answer is 11. A: Roger started with 5 balls. 2 cans of 3 tennis balls

each is 6 tennis balls. 5 + 6 = 11. The answer is 11.
Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples Q: The cafeteria had 23 apples. If they used 20 to

l do they have? | | make lunch and bought 6 more, how many apples

\ do they have?

~ Model Output ~ Model Output
[ A i | A The cafeteria had 23 apples originally. They used
\ A:The answer is 27. x | 20 to make lunch. So they had 23 - 20 = 3. They
- / bought 6 more apples, so they have 3 +6 =9. The

| answeris 9. ¢/ ),

Figure 5 CoT Prompting (Image courtesy of Wei et al. 2022 (9))

The oil and gas industry is increasingly adopting Artificial Intelligence (Al) technologies, including Large
Language Models (LLMs), to streamline operations, optimize decision-making, and manage risks. Prompt
engineering plays a pivotal role in enhancing the effectiveness of these Al systems by enabling precise and
efficient interaction between human experts and Al models, particularly in complex problem-solving
scenarios.

1. Predictive Maintenance and Asset Optimization

In the oil and gas sector, maintaining the operational health of critical infrastructure, such as pipelines, rigs,
and refineries, is essential to avoid costly downtime and environmental hazards. Prompt engineering,
combined with techniques like Chain-of-Thought (CoT) prompting, allows LLMs to provide step-by-step
predictive maintenance recommendations.

For instance, by prompting the model with detailed descriptions of sensor data (such as pressure,
temperature, and vibration readings) and asking it to break down potential failure points in stages, the model
can identify early warning signs of equipment degradation. This approach helps maintenance teams
prioritize and address issues before they become critical, improving overall asset performance.
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Example: A prompt such as: “Based on the following sensor data from drilling equipment, list potential
issues that may lead to failure, and explain the reasoning behind each issue step by step” would encourage
the model to not only predict a failure but also provide the reasoning behind it. This ensures that the AI’s
predictions are aligned with the engineering team’s understanding of the system.

2. Reservoir Simulation and Optimization

Reservoir simulation is a complex task involving fluid dynamics, geology, and thermodynamics, where the
optimal extraction strategy depends on many interrelated variables. Prompt engineering can guide LLMs
through complex reservoir data, allowing engineers to run multiple simulations and analyze results more
efficiently.

By structuring prompts to ask the model to sequentially evaluate each stage of the extraction process, LLMs
can simulate different scenarios—such as varying production rates or the effect of injection wells—more
efficiently. Few-Shot prompting can be used to fine-tune the Al's understanding of specific geological
formations, ensuring that the recommendations are tailored to unique reservoir characteristics.

Example: Engineers could prompt an LLM with: “Given the following reservoir data, simulate the effect
of increasing production by 10%. Outline the expected changes in reservoir pressure and fluid flow step-
by-step and suggest mitigation strategies for potential issues.”

3. Energy Trading and Risk Analysis

In energy trading, where market conditions are constantly fluctuating, prompt engineering can help LLMs
analyze large datasets, including historical prices, geopolitical factors, and supply-demand forecasts, to
assist in decision-making. CoT prompting is particularly effective in breaking down complex trading
strategies, ensuring that the Al considers multiple variables and offers a holistic view of potential risks and
opportunities.

By designing prompts that require the model to evaluate energy prices over time and predict future market
trends based on specific events (e.g., OPEC decisions, natural disasters, or technological shifts), prompt
engineering helps energy traders gain valuable insights for risk management and investment decisions.

Example: A prompt such as: “Analyze the impact of recent geopolitical tensions on oil prices. Predict price
changes for the next quarter based on historical data and outline potential risks to the supply chain” can
help traders and analysts understand both short-term and long-term market impacts, improving decision-
making processes.

4. Environmental Compliance and Safety Reporting

The oil and gas industry is heavily regulated, with strict environmental and safety requirements. Prompt
engineering enables Al models to automatically generate detailed compliance reports by prompting them
to review environmental regulations, operational data, and past incident reports in a structured manner.

For example, CoT prompting can be used to guide models in auditing environmental impact reports by
prompting them to list potential compliance violations, explain their reasoning, and suggest mitigation
strategies. This significantly reduces the manual labor involved in compliance audits and enhances the
speed and accuracy of reporting.
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Example: A prompt like: “Review the following environmental impact assessment and identify any
potential compliance issues. Provide step-by-step reasoning for each violation and suggest corrective
actions” ensures that the model generates thorough and actionable compliance reports.

5. Well Log Interpretation and Decision Support

Well logging involves the collection of data from oil and gas wells to evaluate the properties of underground
formations and determine the potential for hydrocarbon production. Prompt engineering can be used to
guide Al models in interpreting complex well log data, helping engineers make informed decisions about
drilling and production strategies.

By structuring prompts to ask the model to analyze specific segments of well log data and compare them
with historical trends, Al systems can provide accurate recommendations for drilling locations, well
completions, and production optimization. CoT prompting can help the model explain its reasoning, giving
engineers more confidence in the recommendations.

Example: A prompt such as: “Analyze the gamma-ray and resistivity logs for this well and compare them
with previous wells in the same field. Provide step-by-step reasoning to identify potential pay zones” would
allow the Al to provide detailed and accurate interpretations of well logs, reducing the time required for
manual analysis.

Impact of Prompt Engineering in Other Industries
Prompt engineering is already seeing applications across a range of industries:

e Healthcare: Assisting with diagnostic reasoning by prompting models to go through medical
symptoms step-by-step before making recommendations.

e Finance: Guiding LLMs to break down financial statements or analyze investment portfolios
through a multi-step reasoning process, enhancing decision support for financial analysts.

e Legal and Compliance: Generating legal summaries and contracts by using prompts that ensure
clarity, coherence, and alignment with regulatory standards.

These use cases demonstrate that prompt engineering, when combined with advanced techniques like
Chain-of-Thought and Few-Shot prompting, holds immense potential to address complex, real-world
problems efficiently and reliably.

From the above examples, it is clear that prompt engineering can also see advantages when performing DP
assurance. Providing CoT for a systems engineering approach, along with known data on vulnerabilities
can guide the LLM to “think” like a DP SME when managing marine risks.

Practical Use Cases: Nvidia ChatRTX

ChatRTX is an advanced Al tool designed for retrieving and generating responses based on curated
knowledge bases. In the context of Dynamic Positioning (DP) Assurance, ChatRTX was employed to query
a specialized, curated knowledge base composed of available rules, guidance, and standards pertinent to
DP operations. The objective of this experiment was to assess ChatRTX’s ability to accurately retrieve and
generate answers based on domain-specific queries, while comparing the performance of different models
deployed within the system.
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Knowledge Base Curation and Model Selection

The knowledge base used in this research consisted of critical documents and guidelines related to DP,
including:

o IMCA (International Marine Contractors Association) Guidance for DP operations,
e OCIMF (Oil Companies International Marine Forum) standards for DP and DP FMEA Assurance,
e (lass rules from classification societies such as DNV,
e Various operational procedures and case studies related to DP systems.
Two models were selected for comparison within the ChatRTX system:
Mistral 7B int4: A lightweight model with a focus on computational efficiency.
Llama 2 13B int4: A more robust model, optimized for language comprehension and contextual accuracy.

The experiment involved posing a set of identical questions to each model based on DP guidance, and the
output in terms of document retrieval and contextual understanding was analyzed.

Use Case: Querying DP Guidance

The same set of questions was posed to both models, aiming to assess their ability to retrieve relevant
documents from the knowledge base and generate contextually appropriate responses. An example question
might be:

"What are the key considerations for redundancy in DP systems according to IMCA guidelines?"

Both Mistral 7B and Llama 2 13B were tasked with retrieving documents and generating responses based
on this query.

Comparison of Outputs

Document Retrieval: Both models successfully retrieved relevant documents; however, the documents
extracted by each model varied significantly. Mistral 7B extracted a document from OCIMF standards,
which, while relevant to marine safety, did not specifically address the redundancy aspects as outlined in
IMCA guidelines. In contrast, Llama 2 13B correctly retrieved a document from the IMCA guidance set,
which directly addressed the query’s focus on DP redundancy.

Contextual Output: In terms of the generated response, Llama 2 13B produced a more thorough explanation
of the redundancy principles outlined in the IMCA document. It provided a well-contextualized summary
that included key elements such as:

e Redundancy in DP systems for fail-safe operations,

e IMCA’s guidelines on maintaining independence for power and propulsion systems, and
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e The importance of fault ride through for redundant systems to ensure continued operation during
equipment failure.

On the other hand, Mistral 7B produced a more generic response, focusing broadly on safety and operational
standards but lacking the specific depth and contextual relevance that the Llama 2 13B output exhibited.
The Llama 2 model also demonstrated a superior understanding of the query by connecting the retrieval
document to the specific aspect of DP assurance being questioned.

Another real-world use case where Mistral 7B referred to Class Guidelines, while Llama 2 13B referred to
IMO MSC Circular 1580 for the same query. This further illustrated the divergence in document selection
despite both models accessing the same knowledge base. Llama 2’s reference to IMO MSC 1580
demonstrated a better alignment with the specific regulatory requirements of DP systems, whereas Mistral’s
reliance on more general class guidelines indicated a lower contextual sensitivity.

This use case underscores the importance of model selection in Al-driven tools like ChatRTX, especially
when dealing with specialized, technical domains such as DP Assurance.

Performance Insights
The results of this experiment highlight key differences in how ChatRTX performs with different models:

Llama 2 13B int4 consistently outperformed Mistral 7B int4 in terms of both document retrieval relevance
and contextual output. It provided more accurate and relevant answers to domain-specific queries and
demonstrated a higher level of understanding of the curated knowledge base.

Mistral 7B int4, while faster and more resource-efficient, struggled to retrieve the most pertinent documents
and offered responses that were more generalized and less directly applicable to the specific DP operational
context.

Conclusion (subjective): Superior Performance of Llama 2 13B

This research into the use of ChatRTX for querying DP guidance and standards showcases the importance
of model selection when working with Al tools in specialized domains. The Llama 2 13B int4 model
delivered superior results in this use case, retrieving more relevant documents and generating richer, more
contextually appropriate answers compared to Mistral 7B int4. These findings underscore the potential of
using more robust models like Llama 2 for dynamic, context-sensitive applications in DP assurance, where
accuracy and adherence to specific industry guidelines are critical.

Practical Use Cases: Self Hosted Al Starter Kit (See Appendix B) and Langflow (See
Appendix C)

The development of Al agents that can effectively retrieve, generate, and retain context over long
conversations has become a focus area in Natural Language Processing (NLP). Two prominent tools—Self-
Hosted Al Starter Kit and Langflow—allow for the creation of powerful Al agents that combine Retrieval-
Augmented Generation (RAQG), cutting-edge Large Language Models, chat memory, and vector databases.
These technologies enable Al agents to process and retrieve knowledge from large datasets while
maintaining conversation history for contextually aware interactions.

1. Self-Hosted Al Starter Kit
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The Self-Hosted Al Starter Kit provides a robust foundation for building Al agents that leverage RAG
and vector databases, with full control over the hosting environment. This approach is particularly
beneficial for organizations seeking privacy, customization, and scalability.

Key Features:

RAG Architecture: The Al agent utilizes RAG to fetch relevant information from external sources, such
as a curated database or a collection of documents stored in a vector database. The agent can answer user
queries by retrieving relevant passages from the database and generating a response based on this
augmented context.

LLM Access: Has support for a variety of LLMs including GPT-40, Llama, Gemma-2, Phi-3 and many
more. Open-source models like Llama 3.1/3.2 allow for low-cost applications. For this experiment, Llama
3.1 was used as the foundation LLM.

Chat Memory: By using PostgreSQL, an open-source, object-relational database management system
(ORDMBS), the system maintains memory of the conversation across multiple interactions, allowing the
Al agent to provide more coherent and contextually appropriate responses. This is especially useful for
complex conversations where the Al needs to recall prior exchanges to generate accurate answers.

Vector Database Integration: By integrating with a vector database like Qdrant, the Al agent can store
document embeddings and quickly retrieve the most relevant documents using similarity search.

Practical Use Case: In an industrial setting, such as a dynamic positioning (DP) assurance company, the
Al agent built using the Self-Hosted Al Starter Kit can access a vast knowledge base of operational
standards, regulations, and best practices. When asked about a specific DP failure mode, the Al can
retrieve relevant documents from the MTS / IMCA DP Guidance stored in the vector database, extract the
most pertinent section, and generate a response that summarizes the failure mode and suggests corrective
actions. The chat memory ensures that the Al can track the conversation, recall previous questions, and
build upon earlier responses to refine its suggestions over time.

Advantages:

Full control over the hosting environment, ensuring compliance with privacy and security regulations.
Customizable workflows that allow for the integration of industry-specific datasets.

Scalability for large knowledge bases and complex use cases.

2. Langflow

Langflow is a low-code interface built around LangChain, providing a simplified, graphical approach to
creating Al agents using RAG, LLMs, chat memory, and vector databases. This tool allows for faster
deployment and iteration, making it ideal for those who prefer a more user-friendly approach to Al agent
development without sacrificing functionality.

Key Features:
Drag-and-Drop Interface: Langflow’s low-code interface simplifies the process of connecting RAG, chat

memory, and vector databases. Users can visually design workflows, making it easier to experiment with
different retrieval and generation techniques.
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LangChain Integration: By leveraging LangChain, Langflow supports seamless integration with vector
databases, allowing the Al agent to perform similarity searches and document retrieval from large datasets.

Multi-Turn Memory: Langflow includes built-in support for multi-turn conversation memory, allowing the
agent to remember the user’s previous queries and incorporate that context into future responses.

Plug-and-Play Vector Database: Langflow integrates with various vector databases like Pinecone,
Weaviate, or FAISS, enabling efficient document retrieval based on embeddings and vector searches. For
this exercise, Chroma DB was used as the vector database.

Practical Use Case: Consider a DP consulting company using Langflow to build an Al agent that provides
marine risk management based on DPVADs. The agent can retrieve relevant sections of rules, standards
and guidance from the vector database using RAG. As the user asks follow-up questions, the multi-turn
memory keeps track of the entire conversation, allowing the Al to offer more nuanced answers as the
discussion progresses.

For instance, if a user asks, “What are the latest requirements for BESS on DP vessels?” the Al can retrieve
relevant sections from updated requirements stored in the vector database and provide a detailed summary.
If the user later asks for specific case studies that involve these requirements, the Al can build on the prior
response by pulling relevant case studies and explaining how they apply to the user’s query.

Advantages:
e Rapid prototyping and deployment due to the drag-and-drop, low-code environment.
e Eagy integration with third-party tools and vector databases, making it ideal for non-technical users.

e Flexibility in designing complex workflows that incorporate both retrieval and generation
mechanisms.

Comparison and Practical Insights

While both Self-Hosted Al Starter Kit and Langflow enable the creation of Al agents using RAG, chat
memory, LLMs, and vector databases, they cater to different use cases and development styles:

Self-Hosted Al Starter Kit is more suited for organizations that require full control over their Al systems
and are prepared to manage the hosting and infrastructure. Its flexibility allows for the creation of highly
customized Al agents tailored to specific industries, like DP assurance or energy sector operations.

Langflow, on the other hand, is ideal for users looking for a quick, low-code solution to develop Al agents.
It streamlines the process of integrating vector databases and deploying agents without the need for
extensive coding expertise.

Both tools demonstrate the power of combining RAG for dynamic document retrieval, chat memory for
maintaining conversational context, and vector databases for high-speed, accurate information retrieval,
making them indispensable for solving complex, real-world problems.
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Challenges in Adoption

As Generative Al (GenAl) continues to evolve, the potential for its application in industries such as
Dynamic Positioning (DP) Assurance is immense. However, the adoption of GenAl in both IT
(Information Technology) and OT (Operational Technology) environments is not without challenges.
Several key issues arise, ranging from technical limitations to regulatory hurdles, which must be
addressed to enable broader implementation of these advanced Al systems.

1.

Immaturity of the Technology:

One of the primary challenges facing GenAl adoption is that the technology is still in its
developmental stages. While Retrieval-Augmented Generation (RAG) and Large Language
Models (LLMs) have demonstrated impressive capabilities in terms of knowledge retrieval and
language comprehension, their maturity for critical, real-time decision-making environments such
as DP assurance is still lacking. The models often require a human-in-the-loop approach to verify
and correct outputs, as they can occasionally generate inaccurate or irrelevant information. This
need for constant oversight reduces the efficiency gains promised by full automation and limits
the extent to which Al can be trusted in safety-critical applications like marine operations.

Data Privacy and Security Concerns:

Another significant barrier to adoption lies in the handling of sensitive and proprietary data.
Many Al models rely on vast amounts of data to function effectively. In sectors like energy and
maritime, this data often includes operational metrics, safety records, and proprietary standards
that must be safeguarded against breaches. The use of Al-driven systems, especially those hosted
on cloud infrastructures, raises concerns about data privacy and the risk of exposure to
unauthorized parties. To adopt Al technologies, organizations need to develop robust data
governance frameworks and ensure that any integration complies with relevant data protection
regulations, such as the EU Al Act.

Ethical and Transparency Challenges:

Al systems, particularly black-box models, often lack transparency in their decision-making
processes. This presents a significant challenge when attempting to apply these models to
complex, high-risk industries like DP assurance. The black-box nature of many LLMs and RAG
systems makes it difficult to trace the reasoning behind the AI’s recommendations. This lack of
interpretability can hinder trust in Al systems and complicate accountability, especially when
errors or misjudgments occur. Ethical challenges, such as bias in training data, can also lead to
flawed or unfair outcomes, which may compromise safety and operational integrity in DP
environments.

Compliance with Evolving Regulations:

With the emergence of comprehensive frameworks like the EU Al Act, companies looking to
adopt Al technologies face an increasingly complex regulatory landscape. The Al Act classifies
Al systems into categories based on their risk level—ranging from unacceptable risk to high risk,
with high-risk systems subjected to stringent oversight. Generative Al used in critical
infrastructure, such as DP systems, is likely to fall under the high-risk category, requiring
thorough validation and compliance with safety, transparency, and ethical standards. These
regulatory requirements can slow down the adoption process, as companies must invest in
compliance mechanisms and undergo regular audits to ensure their Al systems are lawful and
trustworthy.
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5. Dependency on High-Quality Data
The performance of Al systems, including GenAl models like LLMs and RAG, is highly
dependent on the quality of the data they are trained on and the data they access during inference.
Poor, incomplete, or biased datasets can lead to unreliable or inaccurate outputs, potentially
compromising the safety and effectiveness of DP systems. Ensuring that models are trained on
high-quality, domain-specific datasets is crucial for Al adoption in critical sectors. However,
sourcing and curating such datasets often require significant resources, which can be a barrier to
widespread implementation.

Conclusion

The transformative impact of Generative Al (GenAl) on Dynamic Positioning (DP) Assurance and other
critical industries is undeniable. Through the use of advanced models like Large Language Models (LLMs),
Retrieval-Augmented Generation (RAG), and integrated systems with chat memory and vector databases,
GenAl is revolutionizing how companies process vast amounts of information, make decisions, and ensure
operational safety. As demonstrated in the practical use cases, Al agents such as ChatRTX and Langflow
have the potential to vastly improve the retrieval and generation of contextually accurate knowledge,
streamlining complex processes in fields ranging from maritime safety to legal compliance.

The experiments comparing models like Llama 2 13B and Mistral 7B highlight the importance of selecting
the right Al tools for specific applications. While both models can retrieve and generate relevant content,
Llama 2 consistently outperformed Mistral by providing more accurate, relevant, and contextually deep
responses. This underscores the importance of using robust, well-trained models in high-stakes
environments such as we find within the DP industry, where even minor inaccuracies could cause
unpredictable behaviour and have an impact on life, environment and property.

However, despite the clear benefits, significant challenges remain in the adoption of GenAl systems. The
technology 1is still maturing, particularly in terms of providing real-time, reliable insights in critical
environments. The lack of transparency and explainability in LLMs and RAG systems raises concerns about
their trustworthiness, especially when errors occur. Furthermore, the need for high-quality, domain-specific
data for model training and inference cannot be overstated, as poor data can lead to incorrect or biased
outputs. Digital Trust by DNV services provides guidance on the technology, skills and processes needed
for the safe application of industrial Al and other digital technologies for critical decision-making. This
includes:
e "Defining the most significant use cases for Al and other digital technologies based on the readiness
of your organization and your objectives." (“Digital Trust by DNV | Services”)
e Developing digital strategy and roadmaps.
e Strengthening digital competence and overcoming resistance to change.
e Providing an overview of relevant regulations, standards, requirements and guidance on
compliance.
Implementing a robust governance framework and risk management strategies.
e Fostering collaboration throughout the value chain to ensure data interoperability.

Moreover, regulatory hurdles, such as those posed by the EU Al Act, impose additional barriers to adoption.
Al systems in safety-critical applications like DP Assurance are classified as high-risk and require stringent
compliance measures to ensure ethical, transparent, and secure use. Companies must navigate this evolving
regulatory landscape carefully, balancing innovation with compliance and safety considerations.
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Despite these challenges, the potential of GenAl is vast. From enhancing predictive maintenance and
resource optimization to providing real-time decision support and improving environmental compliance,
Al systems are well-positioned to drive significant advancements across the energy sector and beyond.
Open-Source tools like the Self-Hosted Al Starter Kit, Langflow and enterprise level tools like Copilot
demonstrate that organizations can leverage flexible, scalable, and customizable solutions to create Al
agents that address complex, industry-specific needs.

In conclusion, while there are clear challenges in adopting Generative Al, the advantages—such as
improved efficiency, reduced human error, and more informed decision-making—make it a compelling
technology for the future. Continued innovation in Al model development, combined with thoughtful
regulatory compliance and robust data practices, will be crucial to unlocking the full potential of Al in
critical industries like DP Assurance.
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Appendix A - Prompt Learning: A Conversation

Blue — My prompts
Green — LLM response

>>> Dr. Steven Cargill is a DP guru.
That's great to know! I'm always
eager to learn more about experts in
specific fields.

Do you know anything else about Dr.
Cargill's work or contributions to the
field of Dynamic Positioning? I'd love
to hear more if you have any details
to share!

>>> Who is Dr. Cargill?

You're right, my knowledge base
doesn't seem to have information
about a specific individual named Dr.
Steven Cargill as a prominent figure
in Dynamic Positioning.

It's possible:

***He's an expert within a niche area
of DP: Maybe his work is highly
specialized or focused on a particular
industry application.

***He's known more within
professional circles: ** His influence
might be significant within the DP
community but not widely recognized
in general knowledge databases like
mine.

***The information about him is
newer: My knowledge cutoff date
means | might not have access to
recent updates about emerging
experts.

If you have any additional context about Dr. Cargill's work or affiliations, it might help me find more information!
For example:

What company or organization is he associated with?

What specific area of DP does he specialize in?

* Are there any publications or presentations he's known for?

Let me know if you have any more details, and I'll do my best to help!

>>> Dr. Steven Cargill is the DP Technical Authority at DNV Energy Systems, Aberdeen. He has published many
technical and operational guidance notes (Techops) for the MTS DP Guidance and Standards Sub-committee. He is
also the chairperson for the MTS DP Learning from Incidents Sub-committee. Through his 25 years of experience
within the DP industry, ... he has become a trusted voice, managing marine risks associated with station keeping.
That's fantastic information! Thank you for providing those details about Dr. Cargill.

It's clear he is a highly respected figure in the Dynamic Positioning world, contributing significantly to both
technical standards and safety within the industry. His work with DNV Energy Systems, MTS DP Guidance and
Standards Sub-committee, and the Learning from Incidents Sub-committee demonstrates his commitment to
advancing best practices and mitigating risks associated with DP operations.

It's admirable that he has dedicated 25 years to this field, becoming a "trusted voice" in managing marine risks
through station keeping. This kind of expertise is invaluable for ensuring safe and efficient operations in the offshore
industry.
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Is there anything else you'd like to know about Dr. Cargill or Dynamic Positioning? I'm happy to continue the
conversation based on your interests!

>>> Can you tell me who is Dr. Steven Cargill?

You got it! Here's what I've gathered about Dr. Steven Cargill:

Dr. Steven Cargill is a highly respected expert in Dynamic Positioning (DP), serving as the DP Technical Authority
at DNV Energy Systems in Aberdeen, Scotland.

**Key Highlights: **

***Extensive Experience: He boasts over 25 years of experience in the DP industry.

***Technical Leadership: He's actively involved in shaping DP standards and guidance as a contributor to the MTS
DP Guidance and Standards Sub-committee.

***Safety Advocate: ** He chairs the MTS DP Learning from Incidents Sub-committee, focusing on identifying
lessons learned to enhance safety practices within the DP field.

***Trusted Voice: Dr. Cargill is recognized as a leading authority on managing marine risks associated with station
keeping in offshore operations.

His work demonstrates his deep commitment to advancing best practices and ensuring safe and efficient DP
operations worldwide.

The above conversation shows the process by which new information can be provided to the LLM as part
of a conversation.
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Appendix B - Al Agent with RAG (Self Hosted Al Starter Kit)
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Appendix C - Al Agent with RAG (Langflow)
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Appendix D - RAG with in-prompt training (Langflow)

Playground 2

Interact with your Al. Monitor inputs, outputs and memories.

Memories
- What are the seven pillars as per the MTS DP Design philosophy?
Default Session o Ed
Bolshay
Bolshoy 1 )
- Ye be askin' about the seven pillars o' the MTS DP Design philosophy, eh?

Alright then, let me set sail fer a brief explanation!
MTS Al Chatbot

The seven pillars o' the MTS DP Design philosophy be:

Safety: Protectin’ the crew, vessel, and surrounding waters from harm.

Reliability: Ensure the DP system functions as intended, without failin' or

]

causin’ damage.

Efficiency: Minimizin' energy consumption and maximizin' productivity

w

while maintainin' safety and reliability.

~

Scalability: Designin’ the DP system to adapt to changing vessel sizes,

types, and operational requirements.

v

. Flexibility: Allowin' for adjustments in response to changing environmental

conditions or unexpected events

@

. Sustainability: Reducin’ the vessel's ecological footprint and minimizin®

waste, while maintainin’ its operational efficiency.

7 Maintainshilihe Facilitatin' ascu maintananca incnartinn and renair of tha

@  senda message

The above response is incorrect.
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Playground {3

nteract with your Al Monitor inputs, outputs and memories

Memorles - These are all incorrect, DP SME stands for Dynamic Positioning Subject Matter Expert €
Bolshoy
Default Session o e
Bolshoy_1 o}
@ It seems |'ve made a mistake, matey! Thank ye for correctin’ me. Ye be right, DP

SME indeed stands fer Dynamic Positioning Subject Matter Expert.
MTS Al Chatbot

So, let's set sail fer a new conversation, with the correct definition in mind!

As a Dynamic Positioning Subject Matter Expert, what expertise or knowledge
do ye bring to the table? Are ye a seasoned DP engineer, operator, or safety
officer? Or perhaps ye have experience with DP system design, installation, or

maintenance?

Let's chart a new course and explore the world o' DP systems together!

The seven pillars are Independence, Autonomy, Segregation, Differentiation, Fault Tolerance, Fault Resistance and Fault Ride Through.

Bolshoy

& It seems like we've had a fun conversation about DP (Dynamic Positioning)

systems and related topics. I'll summarize the key points:
MTS Al Chatbot

1. Seven Pillars of MTS DP Design Philosophy: Independence, Autonomy,

@ Send a message...

User input has provided feedback that the response was incorrect. The seven pillars have now been stated by the user for the Al assistant to learn
from.
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Playground £3

Interact with your Al Monitor inputs, outputs and memories.

Memories
- So can you tell me more about the seven pillars as shown in the MTS iconography?
PN
Default Session ] Bolshay
Bolshoy 1 i}
‘_-*_ The seven pillars of MTS DP design philosophy, as depicted in the MTS

iconagraphy, are:
MTS Al Chatbot el

. Independence: The ability to operate independently without external
control.

Autonomy: The ability to make decisions and take actions without external

o

intervention.

w

. Segregation: The separation of critical systems from non-critical systems

to prevent interference or damage.

~

Differentiation: The ability to distinguish between different modes of

operation, such as emergency and normal operations.

[

. Fault Tolerance: The ability to continue operating safely even in the event
of a fault or failure

6. Fault Resistance: The ability to detect and respond to faults or failures

before they cause significant damage.

. Fault Ride Through: The ability to ride out faults or failures without loss of

position, heading, or control.

@ |

When the question is asked again, the Al assistant can now respond correctly.
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Appendix E - GenAl for DP Assurance Example

Anonymized DP FMEA and OCIMF Framework Review

The provided sources offer a detailed analysis of a DP FMEA but do not explicitly score it against the OCIMF DP FMEA
Assurance framework. The sources primarily focus on:
» Documenting the FMEA process: Source 1 outlines the FMEA's objectives, scope of work, methodology, and findings.
« Identifying the worst-case failure: The analysis identifies the loss of the port redundant group (and the port 480V
switchboard) as the worst-case failure scenario. 2

» Verifying compliance with DP Class 2 requirements: The FMEA concludes that the vessel, when operating within its
defined capabilities, meets the criteria for DP Equipment Class 2. 2
Key Observations About the Anonymized FMEA:

While a formal score isn't provided, we can glean insights about the FMEA by examining its content against the key principles of
the OCIMF framework:
* Redundancy Design Intent (RDI): The FMEA clearly defines the vessel's RDI, stating that it aims to “identify any failure that
may lead to a total loss of position information, loss of power generation or loss of thrust and hence a loss of position.” 3
o Worst-Case Failure Design Intent (WCFDI): The document explicitly states the identified worst-case failure and confirms
its compliance with DP Class 2 requirements. 2
» System Sketches: The FMEA utilizes sketches to illustrate the arrangement of various subsystems, including fuel oil systems,
power systems, and the 24Vdc power distribution. 4
« Testing and Validation: The FMEA references proving trials conducted in 2019 to validate its assumptions. 5 These trials
are crucial for confirming the analysis's conclusions and demonstrating the effectiveness of the DP system.
Potential Areas for Further Evaluation:

To thoroughly assess the anonymized DP FMEA against the OCIMF framework, additional information would be needed,
particularly in areas like:

« Common Points of Failure: While the provided excerpt mentions common points within specific subsystems, a
comprehensive analysis of common points across all redundant DP equipment groups is needed to align with the OCIMF
framework's emphasis on this aspect. 6

# Single Failure Propagation Analysis: The document touches upon single failure effects within subsystems, but a more
detailed analysis demonstrating the propagation of failures and their impact on the overall DP capability would be required
for a comprehensive evaluation against the framework. 7

+ Hidden Failures and Configuration Errors: The provided excerpt doesn't offer detailed insights into the analysis of hidden
failures or potential configuration errors. The OCIMF framework stresses addressing these aspects to ensure a robust FMEA.

8 9
In conclusion, while the available excerpt from the anonymized DP FMEA demonstrates adherence to certain aspects of
the OCIMF framework, a more comprehensive review of the complete document is necessary to determine its overall
alignment and provide a definitive score.

A comparison of an anonymised modern DP FMEA against the
OCIMF DP FMEA Information Paper.
e The analysis took less than five (5) seconds to complete
e The GenAI+RAG process identified the main themes of
the OCIMF IP, assessed the DP System FMEA and
provided areas where additional information would be
required. (Links were provided to the original
documentation for substantiating evidence)
e The technology is not mature enough and needs a human
in the loop, however, it can provide increasing levels of
efficiency.
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	Drag-and-Drop Interface: Langflow’s low-code interface simplifies the process of connecting RAG, chat memory, and vector databases. Users can visually design workflows, making it easier to experiment with different retrieval and generation techniques.
	LangChain Integration: By leveraging LangChain, Langflow supports seamless integration with vector databases, allowing the AI agent to perform similarity searches and document retrieval from large datasets.
	Multi-Turn Memory: Langflow includes built-in support for multi-turn conversation memory, allowing the agent to remember the user’s previous queries and incorporate that context into future responses.
	Plug-and-Play Vector Database: Langflow integrates with various vector databases like Pinecone, Weaviate, or FAISS, enabling efficient document retrieval based on embeddings and vector searches. For this exercise, Chroma DB was used as the vector data...
	Practical Use Case: Consider a DP consulting company using Langflow to build an AI agent that provides marine risk management based on DPVADs. The agent can retrieve relevant sections of rules, standards and guidance from the vector database using RAG...
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