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Abstract

We present a 3D lidar position reference sensor which can work from intentional retroreflectors or from the
unmodified scene. We look at some of the challenges of presenting real-time 3D data to the user and how
these have been overcome with the aid of a calibrated camera system. A 6D inertial sensor has been
integrated to provide robust position tracking from a moving platform. Finally, we look at integration with
GNSS. Results from tests at sea are presented.

Introduction

Furlong Unity is a new position reference sensor for Dynamic Positioning applications which
comprises both a 3D lidar and a camera. It can measure range and bearing to retroreflectors of
the sort used with older laser-based position reference sensors. As the vessel moves through its

environment, the Furlong Unity sensor can measure its position and orientation relative to the
scene. It can report this position information in a way that is compatible with existing DP

systems.
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Retroreflectors and the unmodified scene

Laser-based local position reference sensors used in Dynamic Positioning systems have traditionally relied
on retro-reflective targets [1], [2].
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These sensors emit a laser beam which is fanned out vertically, by using a cylindrical lens or lenticular
array [3].
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Sensors and retroreflectors work well in many settings and have become a staple of the industry. But these
reflectors bring costs — not just the reflector itself, but also its installation and maintenance. And the use of
reflectors brings an extra vulnerability into the system — the view from the laser sensor to the reflector can
be blocked.

These shortcomings have motivated the development of sensor systems which don’t use retro-reflective
targets, e.g. SceneScan [4]. In order to get a strong enough return from the natural, unmodified scene, these
lasers emit a pencil beam which is narrow in elevation as well as in azimuth. Elevation scanning is slow,
and it takes many seconds to build up a 3D picture of the scene. Over the timescale of 1 second, SceneScan
takes a 2D slice of the scene. A retroreflector in the scene is only very occasionally illuminated in this 2D
slice. Consequently, SceneScan is not able to report useful measurements to retro-reflective targets. This
limitation has impeded the adopted of targetless laser technology in DP applications.
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3D lidar

3D lidar technology has progressed enormously since the success of the Velodyne HLD64 in the DARPA
challenge [5]. 3D lidars have decreased in cost and size, whilst improving range and reliability. Data rates
have been maintained. For example, the recently launched Furlong Unity sensor [5] captures about 250,000
independent points per second, compared to the 10,000 points per second typical of the older generation of
lidar technology.

This technical progress has been largely driven by the automotive industry, whether for Advanced Driver
Assistance Systems (ADAS) or self-driving cars. A common requirement from the automotive world [7] is
to detect obstacles with 10% reflectivity at 200m. That gives us useful feedback for mapping purposes at
significantly greater distances. This makes it possible to construct an affordable 3D lidar for marine
applications which can operate at a range of at least 250m from the unmodified scene.

Older lidar devices used a simple single axis mechanical scan with one or more laser range finders in a
fixed array. In a marine application, this has most of the laser pulses going out across the ocean. There are
now many more options available [7], which can keep the lidar looking at the interesting part of the scene
most of the time, further increasing the effective point density. The only things in continuous motion are a
couple of lightweight optical components, giving both improved longevity and higher performance.

All this gives us a full 3D image of the scene in real-time. It is straightforward to pick out a retroreflector
from such an image, since the reflections from it are so much brighter than the rest of the scene.
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Presenting 3D data in real-time

There are some well-established techniques for visualizing a 3D point cloud. The most common technique
is to project the lidar point cloud onto the image plane of a virtual camera. It can be hard for a user to get a
sense of depth from a single image. Movement helps to give an illusion of depth. In other applications (e.g.
airborne drone), the lidar typically moves through the scene quite quickly. In a marine setting, relative
motion is often quite slow. It is possible to move the virtual camera through the scene to generate a sense
of depth. This can generate an immersive experience for the user. This is a pleasing effect for a user who is
reviewing the results of a 3D lidar survey. But we want to promote situational awareness during a maritime
operation at close quarters. “Immersive” is not what we’re looking for.

We’ve found that the visualization most readily understood by users is a bird’s eye view with orthographic
projection, color coding the points by height. This is readily digestible for an experienced radar observer.
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But this makes very little use of the height information. We can complement this view with a perspective
projection from the real sensor location, color coding by depth. This gives us a view which is very similar
to the view we would get from an ideal camera which is collocated with the lidar.
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Camera augmentation

In Furlong Unity, a camera module has been integrated into the lidar subassembly. We are able to put the
perspective projection of the point cloud alongside the camera image, or indeed to draw the lidar image as
a semi-transparent overlay over the live camera video in a mixed reality visualization [9].

Calibration

The merge of this sequence of lidar images with live camera video requires accurate synchronization and
accurate calibration of the camera.

In Furlong Unity, synchronization is achieved using NTP (Network Time Protocol) and PTP (Precision
Time Protocol). Calibration is a factory process consisting of 2 steps: intrinsic and extrinsic calibration.

For intrinsic calibration, we give our camera module a view of a known calibration pattern from a number
of different viewpoints. We fit a radial distortion model to the measurement and calculate the focal length
and optic center of the camera module [10]. This calibration remains valid provided that the camera lens
remains fixed with respect to the camera’s CMOS array.

The mechanical mount for the camera and lidar sets the relative position accurately. There can be a small
residual error in orientation. This is easily calibrated by aligning the lidar overlay with the camera image
in a simple outdoor scene. This calibration step also serves as a verification of the intrinsic calibration of
the camera. This extrinsic calibration remains valid provided that the camera remains fixed with respect to
the lidar subassembly.

e . =

There is one further calibration step which is performed when a Furlong Unity sensor is installed on a
vessel. The extent of the vessel relative to the sensor is mapped out. The Furlong Unity system uses this
vessel outline at runtime to filter out lidar returns which are likely to have come from our own ship.
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User interaction

Let’s examine how a retroreflector is displayed in the visualizations we have discussed.

Firstly, in the bird’s eye view orthographic projection, the so-called Lidar View:

And then in the mixed reality camera-lidar view:
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The user can select any lidar point and obtain its relative position with respect to the sensor. If the outline
of the vessel is available

The Furlong Unity system uses lidar odometry and Simultaneous Localization and Mapping (SLAM) to
track the position of the sensor relative to the scene. This means that it can keep the focus on the selected
point and continue to report range and bearing to it as the vessel moves around. Provided that the scene is
sufficiently dense, the Furlong Unity sensor can continue to report the relative position of such a point
even when it has moved outside the field of view.

When there are no retroreflectors in the scene, the range and bearing to one or more of these selected
points can be reported to the DP system. Those points then act as virtual or synthetic reflectors, a.k.a.
scene reference points.

Some points work better as synthetic reflectors than others. It is best to avoid points which are isolated or
at the edge of the current point cloud, or from surfaces with low reflectivity. It is also good to avoid
regions where the depth varies rapidly between neighboring points, as might occur when looking at the
shore, at the beach or at shoreside vegetation. Corner features are particularly good choices. Strong corner
features are quite common in an urban environment, although not quite so common offshore. Furlong
Unity detects these natural features and offers them for selection.
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Inertial compensation

MEMS inertial sensors are cheap, accurate and reliable and are now used in a wide variety of applications
[11]. Furlong Unity incorporates a 6D inertial sensor which measures acceleration and angular velocity.
These measurements are combined in a filter which outputs roll and pitch and yaw rate at a high data rate.
This makes it possible to inertially stabilize the point cloud. This in turn improves the robustness of
position tracking and map building as the vessel moves through the scene, even if it is subject to
significant wave motion.

Roll and pitch can be conveyed to the user by means of an artificial horizon indicator drawn as an overlay
on the camera video.
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Position tracking

The Furlong Unity lidar module scans rapidly in azimuth and elevation to generate a 3D image of the
scene that is in the sensor current field of view.

The Furlong Unity sensor constantly monitors the content of the scene to assess its usefulness for the
purposes of position tracking. From time to time, it rotates the lidar and camera assembly around a
vertical axis to maintain the sensors gaze on the most interesting part of the scene. This motion completes
in a fraction of a second. For the vast majority of the time, the gaze of the sensor is fixed with respect to
the vessel on which the sensor is mounted.

The motion of the rotor about its vertical axis is measured and controlled accurately. The coordinates of
each point captured by the lidar module are transformed from the lidar frame to the vessel frame. The
position in the vessel frame is compared with the outline of the vessel captured when the sensor was
installed. The point is then classified as either “own ship” or “scene”.

The position of each scene point is rotated to an inertially compensated frame of reference using the roll,
pitch and yaw calculated by the software MRU. These are the measurements that we would have got from
a virtual sensor at the same position as the real sensor, but at a nearly constant orientation with respect to
the world. The roll and pitch of this virtual sensor are always small and arise from a small error in the
output of the software MRU. The yaw of this virtual sensor in the world frame can be large, but drifts
only very slowly.

Inertially compensated scene points are grouped into “clouds”, where each cloud covers a fixed interval
of a few tenths of a second. If a good velocity estimate is available, velocity compensation is applied, so
that the cloud contains the estimated location of the reflective point relative to the position of the virtual
sensor at the end of cloud interval.

The change in the pose of the virtual sensor from one cloud to the next is calculated using a version of the
Iterative Closest Point (ICP) registration algorithm [12]. Where the point cloud has a significant extent in
all 3 dimensions, this can yield all 6 dimensions of relative position and orientation. Degenerate cases are
handled by incorporating a priori information on the rate of change of orientation and position.

The change in position divided by the time interval from one cloud to the next yields a single shot
estimate of velocity. This is fed into a Kalman filter to provide a reliable estimate of mean velocity
incorporating information from the sequence of point clouds. This velocity estimate is fed back to the
earlier stage to provide the input required for velocity compensation of each cloud.

The Furlong Unity sensor builds a map of the working area using a version of the Graph SLAM algorithm
first proposed by Thrun and Montemerlo [13]. The first time a good point cloud is captured, the map is
initialized with a first node based on that point cloud. Subsequently, the ICP registration algorithm
calculates the current pose of the virtual sensor with respect to the nearest node in the map as well as to
the immediately previous point cloud. As the sensor travels away from existing nodes currently in the
map, the match between the current point cloud and the nearest node’s point cloud grows weaker. Before
it grows very weak, a new node is added to the map based on a very recent point cloud. This new node is
registered with its neighbors in the map and errors are minimized in a bundle adjustment calculation.
Using its graph map, the Furlong Unity sensor can accurately report the motion of the vessel over
moderate distances. If the mapped region is very large (several hundreds of meters), errors will
accumulate, most importantly in heading, so that the reported position relative to a point on the far side of
the map will be subject to an error on the scale of meters. But the position relative to a nearby point
(100m+) will remain small.
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A prototype of the Furlong Unity sensor has been installed on a vessel. Data was recorded as the vessel
came into port. We’re able to demonstrate its map building capability during its final approach to its
berth.
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The vessel was also fitted with a dual antenna GNSS with differential corrections. We use measurements from this
GNSS system as a ground truth in our analysis. Apply a rotation and translation to the GNSS fixes and plot the lidar
fixes and the (relative) GNSS fixes on the same axes:

As previously discussed, over the course of the journey errors accumulate, particularly in heading. Relative motion
over the distance scale of 100m matches very closely. This sort of slow accumulation of error in the map does not
affect the repeatability of position. A vessel will be able to return to a previous position with high accuracy.
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GNSS integration

In the context of a DP system, it is important that each position reference sensor is independent of the
others. But we can deliver useful features with very loose integration between GNSS and lidar which does
not compromise the independence of each sensor subsystem during an operation.

On its first approach to an asset, the Furlong Unity sensor builds up a map of the scene. If the Furlong Unity
sensor has access to a global position, it can mark that map with some global coordinates. On a subsequent
visit to the same asset, it is then able to achieve even better accuracy even earlier. Even an approximate fix
at a low data rate is sufficient for this purpose. The output of an AIS transceiver would be more than good
enough.

As the Furlong Unity sensor builds a map, it captures an accurate timestamp for all the measurements that
it builds into the map. If after the mission is completed, it is supplied with a log of GNSS fixes for the vessel
during the mission, it can refine the map to further improve accuracy and ensure even greater integrity.

The Furlong Unity sensor can incorporate GNSS fixes during the map building process. It actively monitors
the integrity and strength of the map. Once it judges that it can operate at full accuracy, it ceases to apply
further GNSS fixes to the map. It indicates to the user and to the DP system that it is operating without live
GNSS data. The mission can then proceed in the knowledge that the lidar subsystem is fully independent
of GNSS.
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